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Introduction 
Since the early 1990s, IT organizations for large corporations have developed 
complex, multi-layered infrastructure platforms comprising mainframes, an 
array of servers and multiple types of end user access devices to deliver an 
ever-expanding set of enterprise applications. While this model has enabled IT 
organizations to deploy vastly more capable and complex applications with 
much richer user experiences, at its heart it contains a damning flaw – it tightly 
ties application code to specific servers. This seemingly arcane point drives 
several challenges in most companies’ infrastructure platforms – it reduces 
asset utilization, complicates management, slows time-to-market and limits 
scalability.  

In the next half dozen years, we will likely observe another set of profound 
changes in enterprise computing that addresses these challenges – one in 
which IT organizations use sophisticated software tools to break the tight 
linkage between applications and servers and deploy applications across ever 
more commoditized, standardized and cheaper hardware. In recognition of 
this, almost all the major vendors and new attackers have announced 
strategies to supply enterprises with next generation infrastructure 
technologies – Sun has N1, IBM Computing On-Demand and HP the Utility 
Data Center. While many of these strategies have yet to be fully translated 
into practical solutions, more aggressive IT organizations are starting to 
capture value by implementing components of a next generation infrastructure 
platform, often using tools from attacking vendors. Grid computing is one of 
the more developed of these components, and it has the potential to be one of 
the most important. 

 

Grid’s Current State 
Grid computing breaks an application’s processing requirements down into 
multiple pieces for distribution among multiple servers, which has several 
advantages compared to running a specific piece of application code on a 
single server.  
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 Grid computing improves price for performance. Large numbers of 
small servers (with 2 or 4 Intel CPUs) provide more processing power per 
dollar than a small number of large servers (with 16 or more CPUs) running 
proprietary operating systems. By breaking up application processing into 
smaller pieces, grid computing enables more applications to be scaled 
horizontally, using large numbers of small servers.  

 Grid computing improves flexibility and time-to-market. Traditionally if 
an application runs slowly, IT organizations move it to a bigger server, 
which is time-consuming and can imply a step function increase in costs.  

 Grid computing improves robustness. Applications running on grid 
experience graceful degradation when one of the servers in the grid goes 
down, decreasing the impact of both scheduled and unscheduled 
downtime.  Because grid computing spreads application processing over 
many servers, if any given server goes down, the applications may run a 
little slower, but still completes successfully.  

 Grid computing improves scalability. There is no theoretical limit to 
scale of processing provided to an application via grid computing. For the 
most part, processing power increases with number of servers in a linear 
fashion, though applications will have eventually hit other constraints such 
as for I/O or network capacity. 

 Grid computing can increase asset utilization. In some cases, grids 
take advantage of non-peak periods on servers used for other applications, 
when spare capacity exists. 

Because of grid computing’s strong price/performance ratio and massive 
scalability, academic institutions, followed by government entities, have built 
many of the largest grids, for purposes like climatology, high energy physics 
and astronomy. SETI@Home probably provides the most famous example of 
grid computing. Millions of people around the world have received data from 
the Arecibo telescope in Puerto Rico. When they are not using their computer, 
a small application, triggered by a screen saver, analyzes this data for 
patterns that would indicate extra-terrestrial life.  

Though grid computing grew up in the academic and government sectors, 
corporations are increasingly deploying grids to exploit all the advantages 
listed above. At this point real case examples exist where IT organizations in 



 

 

3
 

 

the private sectors, particularly in financial services, are using grid computing 
to reduce costs and improve business capabilities provided to their users.  We 
interviewed several grid computing early adopters in the financial services 
industry who used DataSynapse’s grid computing software. While most of 
these deployments were in the capital markets sector, retail financial and 
treasury services were also included. The examples included: 

 One of the world’s largest integrated financial institutions implemented a 
grid computing solution to replace an aging, under-performing and less-
than-resilient derivatives risk management application. The grid-based 
application experiences far less than one-hour downtime per month, 
reduced analytic processing time from two hours to 10 minutes and has 
driven huge increases in trader usage of risk management tools (some 
traders run 100 jobs per day.) 

 One of the world’s largest HR delivery providers supports 17 million 
employees. In particular, providing information on pension benefits and 
balances over the phone to thousands of customers per day, which taxed 
their traditional mainframe-based application from both a cost and 
response time standpoint, especially given the precision requirements for 
defined benefits pensions and customer desire to perform “what-if” analysis 
in real time (e.g. “What would my monthly benefits be if I retired in 5 years 
instead of 7?”) In response, they isolated and migrated the most 
processing-intensive logic from the mainframe and deployed it to a grid of 
10 IBM Intel-based blades, cutting pension benefit calculation costs by 
90% and reducing calculation for the most complex pensions by 10-15 
seconds. 

 After deploying a new trading platform, the securities unit of an integrated 
financial institution found that overnight risk reports required 15 hours to 
run – which meant traders wouldn’t know their limits are the start of the 
trading day – and some complex products could not be priced accurately at 
all. After implementing a grid of several hundred processes, it reduced risk 
calculation turnaround time from 15 hours to 15 minutes and tripled trading 
volume for complex instruments and allowed the organization to enter 
markets they had previously not participated in.   

 One of the country’s largest mortgage servicers’ group must determine 
cash and hedging requirements (against pre-payment risk) for servicing the 
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load portfolio. Using a traditional database solution, it was able to analyze 
400,000 bundles of loans. After determining a vertically scaled solution 
would not be economically feasible, it migrated its analytical application to 
a 180-processor grid. Since then it has been able to analyze the cash and 
risk implications of each load individually. While exact numbers could not 
be shared, it believes that its grid solution has reduced working capital 
requirements for this business materially. 

 A British bank built a grid that leverages more than 100 servers and 1,300 
desktop PCs to perform overnight risk management analysis to support its 
treasury operations. As a result the overnight processing that took a total of 
100 hours processing in 10 elapsed hours now take well less than one 
hour. In the event of an individual server the time extends marginally rather 
than failing as before. Intra-day pricing jobs that used to run in 10 minutes 
are now completing in 30 seconds. 

Across companies and sectors a few common themes emerged across all the 
interviews. 

Frustration on part of business users that legacy technologies could not 
meet business demand for processing power economically. All the capital 
markets respondents in particular reported continuously increasing demand 
for processing to analyze fixed income and equity derivatives, especially to do 
analyses like Monte Carlo simulations. At the same time, economics of 
meeting this demand via traditional architectures proved unattractive. One 
interviewee pointed out that he would have needed 50 to 60 percent 
expansion in Sun processors to run a model in nine hours; getting the model 
to run in five hours would have cost millions more. Another explained that 
migrating his application to a top-of-the-line. 64-processor Sun would have 
been cost prohibitive. 

Implementing grids has been hugely successful for processing intensive 
applications. Again and again we heard about order of magnitude or better 
performance improvements for costs lower or equivalent to traditional 
architectures – portfolio calculations that used to require 10 minutes running in 
30 seconds; risk analyses reduced from two hours to 10 minutes; derivatives 
pricing that used to take 9 hours done in 5 minutes. Overall, early adopters 
estimated that they could get four to 10 times the processing power per dollar 
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via a grid than they could via a traditional, vertically scaled, proprietary Unix 
architecture. 

Implementation and operational impacts have been and manageable. 
While applications require some change (to enable them to run in “parallel” 
fashion) to take advantage of grid computing, all interviewees described the 
scale of application changes as manageable and small compared to the 
benefits. Effort required to update applications depended heavily on 
application complexity and existing application architectures. They ranged 
from a few man-weeks to 1.5 man-years. In contrast, system administration 
efforts required to configure grids were consistently in the “a few SAs for a few 
weeks range,” though interviewees reported more effort required to implement 
sophisticated grid management techniques like prioritizing jobs based on 
business policies and charging businesses for peak-hour use of the grid. 

Ever increasing demand for processing expected to drive further grid 
implementations. Apparently, traders have responded to the increased 
processing capabilities grids provide by increasing their usage. In one case, a 
near hundred-fold reduction in processing time for a portfolio analysis has led 
trades to start running hundreds of such analyses per day, instead of just a 
few. Interviewees report a universal perspective on part of traders that 
increased processing power will reduce risk, improve spreads and support 
increased volumes by enhancing precision of models (e.g. by modeling 
directly scenarios and variables which had previously been approximated). 
Some struggle with the measures for business value of powerful grids. As one 
said, “Business users would probably not be able to quantify added value of 
additional computational power.” Others report demonstrable business impact, 
one because better analytics reduced its risk and cash-on-hand requirements. 
Another believes that quicker risk analysis has enabled it to increase trading 
volume and revenues dramatically for complex products. 

The maturation of robust, commercially available grid computing software is 
one of the key drivers of expanding grid deployments. Several years ago, the 
most sophisticated IT shops developed their own tools for distributing 
processing jobs among servers. Today, a number of companies provide 
relatively sophisticated software doing this.  
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So, as a result of the impressive value it can provide, grid computing has 
emerged from the academic and public sectors to the point where it is 
increasingly a core tool for supporting processing intensive applications in the 
commercial sector, especially financial services, energy and engineering. 

 

Potential Future of Grids 
While financial services companies have made great strides in starting to 
deploy grids, the range of applications, for the most part, has been relatively 
narrow for a number of reasons. Most applications deployed onto grids have a 
common set of characteristics. They are processing (rather than, for example, 
IO) intensive, analytical in nature, and easily de-composeable into many sub-
processes that are not highly inter-dependent. In other words they are 
applications that are easy to “parallelize,” or make run on a large number of 
servers that do not share a common memory space. Typical examples include 
derivatives pricing, Monte Carlo analysis, portfolio valuation and risk 
management applications. In contrast, transactional applications that are more 
data intensive like order capture, G/L or CRM applications are more rarely 
deployed onto grids. There are a number of reasons for this: 

 Difficulty in parallelizing applications. Unlike Monte Carlo analyses, for 
example, transactional applications cannot easily be de-composed into 
multiple, independent processes running on multiple servers 

 Messaging complexity. Processes in transactional applications are highly 
dependent on data from other processes. Coordinating data passing 
across dispersed processes and servers requires significant programming 
and administration time and effort. 

 I/O bottlenecks. Transactional applications often intensively write to and 
read from databases. It is possible that placing a grid-enabled application 
into front of a traditional database and storage architecture would result in 
relatively few of grid’s performance advantages being realized because of 
I/O and database bottlenecks. 

To date, all of these issues have complicated moving grids beyond analytical 
applications. 
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However, complementary technologies to grid computing are emerging that 
will enable both deeper and broader grid usage. These include: 

 Web services architectures imply loosely coupled collections of 
functionality rather than monolithic applications, which addresses 
challenges both in messaging complexity and in parallelizing applications 

 Oracle 10g enables databases as well as applications to be run on grids 
eliminating potential I/O bottlenecks 

 Shared memory space tools support common memory across distributed 
servers addressing challenges both in messaging complexity and in 
parallelizing applications 

 Server virtualization tools allow applications to be deployed to servers in 
near real time, enable rapid expansion and re-configuration of grids 

Individually and in combination these technologies will enable a wide variety of 
applications to leverage grid platforms. 

As a result of the value that grid computing provides and the potential for new 
technologies to expand its reach, we expect corporate IT organizations to 
expand their use of grids in a number of ways: 

 Complete migration of analytical applications in financial services to 
grid computing. Given the ever-increasing demand for analytical 
processing power in financial services and the price/performance 
advantages that grid architectures provide, the large majority of risk 
management, portfolio valuation and related applications will be deployed 
on grid platforms 

 Integration of financial services grids into shared grid services. Given 
the opportunities for scale (e.g. shared engineering efforts, greater 
resource sharing), financial services institutions likely will increasingly 
provide shared grid services that available for many applications across 
multiple desks and business units 

 Adoption of grid computing for analytical applications in new 
industries. As companies across many industries deploy sophisticated 
customer management programs, which require intensive analytics to 
identify profitable offerings for very narrow market segments, they may 
increasingly turn to grids to provide the required processing power. 
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 Extraction of processing intensive components from transaction 
applications. Many transactional applications contain processing intensive 
components. For example, while telecom carriers design their billing 
systems to post transactions, rating and discounting usage requires 
extensive processing power, often provided by high cost mainframes. 
Migrating processing intensive modules of larger applications from 
mainframes to grids of low cost servers may create substantial value. 

 Some potential for use of grids to run transactional applications in 
their entirety. As grid computing software evolves and starts to provide 
native and robust support for data management/messaging and 
statefulness, more aggressive users may start to deploy more traditional 
transaction processing applications (e.g. order capture, supply chain) on 
grids in order to improve scalability and utilization. 

 Some potential for outsourcing processing: The commoditization of 
processing that grid architectures imply will likely enable some type of 
market for outsourced processing services, allowing IT organizations to 
purchase burst processing capacity for peak demand periods. 

All of these potential scenarios imply that grid type architectures will have a 
substantial and beneficial impact for a significant percentage of IT 
organizations over the next several years. 

 

Taking Advantage of Grids 
As yet, most early adopters have made grid investments tactically in response 
to specific needs for individuals businesses. We believe that realizing full 
value from grid computing will require placing it in the context of an 
infrastructure strategy.  

 Given the difficulty in quantifying the value of additional processing 
capability, technology and business strategies must be developed in 
parallel to leverage grid investments.  
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 As grid computing moves beyond “embarrassingly parallel” applications 
like Monte Carlo analyses, application architecture changes will become 
more significant and will require more coordination 

 As grid investments grow it will become desirable to develop “shared grid 
services” that are available to multiple business areas rather than creating 
multiple, separate grids 

 Given the ability of other infrastructure technologies to expand the grid 
opportunity, grid plans should be synchronized with an overall 
infrastructure capability development program  

Therefore, we believe that, in order to exploit the grid opportunity fully, IT 
organizations will have to address four issues: 

Business requirements and technology baseline. The primary determinant 
of a business’ grid strategy will be the gap between its forward-looking needs 
and its current technology capabilities. Given an order of magnitude increase 
in computing power, what analytics or other processing might be performed? 
What lines of business would benefit the most? What business or process 
changes would be required to capture value?  At the same time, how ready is 
the application portfolio to be migrated to a grid platform? What capital savings 
might be achieved, given current server platform and purchasing trends? How 
ready is infrastructure to support grid platforms? 

Scenario development and economics. Insight into business requirements 
and technology capabilities can be used to define and evaluate highly specific 
models for exploiting grid platforms. Which existing applications should and 
should not be migrated to grid platforms? What business rules should and 
should be used to determine which applications should be deployed on grid 
platforms? What specific business benefits could be achieved in terms of 
lower risk, faster response time or increased trading volume? How would 
these be measured? What costs would be incurred in developing grid 
capabilities? What application migration investments would be required? 

Technology architectures and blueprints. Ultimately, scenarios must be 
proved out with specific architectures and technologies blueprints. What tools 
and technologies will be used to implement grid platforms? What related 
infrastructure technologies, such as server virtualization or Oracle 10g, are 
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required? What changes to application methodologies, such as web services 
or layered architectures, are required? 

Initiative development and implementation planning. Finally executing on 
grid opportunity requires translating scenarios, architectures and blue prints 
into specific, granular initiatives and plans. What specific steps must be taken 
to build capabilities and deploy architectures and blueprints? What would 
detailed economics be? How should efforts to move existing or new 
applications to grid platforms be defined? What are key dependencies? What 
timeframes are realistic? 
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